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Checking Your Ability to Recover Using
RMAN Backups: Part 1

By Tony Hasler, Anvil Computer Services Ltd

There has been much written about how to backup your data with
Oracle’s RMAN backup tool. However, there has been relatively 

little written on how to validate your backups to ensure that they are 
suitable for recovery. This article is intended to provide the reader with
information helpful to writing such a health-check script. The primary
focus is to describe the various control file views (V$ views) that relate 
to backups and how to use them. All of these views have corresponding
views in the recovery catalogue (RC_views) and this article is equally
applicable to checks based on a catalogue.

This is the first part of a two-part article.
This first part will provide a theoretical
analysis of what you need to do and how
to do it. Next time I will be looking at
actual code examples.

Who is this article for?

This article is intended for administrators/
developers working with Oracle 
database versions 9i onwards who wish 
to develop or enhance their ability to 
automatically identify problems with 
missing or invalid backups.

A brief overview of RMAN back-
up options

What can you backup?

The basic unit of backup and recovery
with RMAN is the file. There are several
different types of file RMAN can backup:

• Datafiles (those associated with 
permanent and undo tablespaces but not
temporary tablespaces) 

• Control files 

• SPFILEs (but not text pfiles – init.ora
files) 

• Archived redo logs 

Bear in mind:

• RMAN does not backup any other type
of files, in particular your binaries. If you
want a solution from Oracle for those
you will need the “Oracle Backup” 
product. Oracle Backup is beyond the
scope of this article. 

• If you have a physical standby database
you can make backups on your standby
database and restore them to your 
primary. However, this is one of the 
few remaining cases where you need 
a catalogue. 

• If you use RAC you should ensure that
the archived redo logs from each of the
instances are available to all of the other
instances to simplify backup and 
recovery operations. 

How can you back it up?

There are three ways you can backup your
data with RMAN:

• You can make a collection of
backup sets

• You can make image copies

• You can make proxy copies

When you backup your datafiles into back-
up sets you have the option to create full
or incremental backups. This is the only
backup scheme that allows this.

Backup sets are the traditional way to back-
up your data. When you backup your data-
base in this way one or more files are
backed up to a single consolidated backup
set. So, for example, if you configure paral-
lelism to 4 there will be at least four backup
sets with each file allocated to exactly one
backup set. Backup sets may be split into
multiple backup pieces if, for example,
your media manager is only able to handle
files up to a particular size. It is vitally
important to realise that you can only
restore from a backup set if all the pieces
are available; there is no relation between a
file and a backup piece. More on this later.

You can also backup your data by creating
image copies. These are simply physical
copies of the files. Some media managers
also support proxy copies, which are like
image copies except the transfer is handled
by the media manager.

There are numerous options. You can
make differential or cumulative incremen-
tal backups, backups of copies and so on.

Where can you back it up to?

If you are using backup sets you can back-
up your data to disk or to tape. If you are
using image copies you can only backup
your data to disk. However, you can back-
up your copies onto tape backup sets later
on. Proxy copies are made to tape.

“...you are likely to want to ensure that in
the event that all your disk data is lost
you can recover your database to some
historically consistent state...”

“When you backup your datafiles into
backup sets you have the option to create
full or incremental backups. This is the
only backup scheme that allows this.”

 



30 From the UK Oracle User Group

C
H

EC
K

IN
G

YO
U

R
A
B

IL
IT

Y
TO

R
EC

O
VE

R
U

SI
N

G
R

M
A
N

B
A
C

KU
P
S

Checking recoverability at 
1,000 feet

In order to check whether all the backups
you need are available, you first need to
know what backups you need.
Unfortunately, this is somewhat of a
Catch-22 as the backups you need depend
on what are available. We can solve this 
dilemma by breaking the problem into two
parts. The first is to determine the most
recent available backup of each file at each
incremental level. Once this has been done
we can determine the point from which we
need to roll-forward. That in turn tells us
which archived logs we need to do apply
and we can then check if they are all 
available. The specific steps are:

1. Issue the following RMAN commands: 

CROSSCHECK BACKUP OF DATABASE
COMPLETED AFTER “SYSDATE-15”;
CROSSCHECK BACKUP OF 
CONTROLFILE COMPLETED AFTER
“SYSDATE-15”;
CROSSCHECK BACKUP OF SPFILE
COMPLETED AFTER “SYSDATE-15”;
CROSSCHECK COPY OF DATABASE
COMPLETED AFTER “SYSDATE-15”;
CROSSCHECK COPY OF CONTROLFILE
COMPLETED AFTER “SYSDATE-15”;
CROSSCHECK COPY OF SPFILE 
COMPLETED AFTER “SYSDATE-15”;

These commands check everything except
the archived logs. These would not be
excluded if we just typed a bare CROSS-
CHECK BACKUP or CROSSCHECK
COPY commands. If you do not use a
combination of copies and backup sets on
every database do not worry; the com-
mands complete very quickly when there is
nothing to do!

Note that if you wish to exclude certain
tablespaces from the checks you may wish
to modify these commands accordingly.

2. Perform queries on the control file to
determine that a valid backup exists
for each file and to determine the 
SCN from which we need to roll-
forward. These will be discussed in 
detail shortly.

3. Assuming that the results of the 
previous query yield a sensible 
point from which to perform media
recovery, issue the following 
RMAN commands: 

CROSSCHECK ARCHIVELOG FROM 
SCN $START_SCN; 
CROSSCHECK BACKUP OF 
ARCHIVELOG FROM SCN $START_SCN;

where $START_SCN is the SCN 
determined in step 2. This ensures 
that only the required archived logs are 
crosschecked. The first command 
checks for the presence of archived 
logs written by an archiver process
(ARCn) and for any generated by 
RMAN BACKUP AS COPY commands.
The latter checks for archived logs in
backup sets.

4. Perform queries on the control file 
to determine whether all archived 
logs needed for recovery are 
available. These will be discussed in
detail shortly.

Checking recoverability at 100 feet

When should you run the check?

If you run your check immediately after
backing up your database then you may
fail to identify a problem with your
archived log backup mechanism. If you
delay your check too long then you may
suffer a failure before you realise that your
backups are no good. As this is only an
example requirement I will not dwell on
this issue. It is one of the numerous 
complexities that need to be worked out
depending in your specific business
requirements.

What views are available for checking?

If you are running Oracle 10g Release 2
life is made considerably easier by the pres-
ence of some new views:

V$BACKUP_ARCHIVELOG_DETAILS

V$BACKUP_DATAFILE_DETAILS

V$BACKUP_CONTROLFILE_DETAILS

V$BACKUP_SPFILE_DETAILS

These views keep track of available 
backups no matter how they are taken.
The only exception is
V$BACKUP_ARCHIVELOG_DETAILS
which does not keep track of copies of
archived logs created with BACKUP AS
COPY commands. These appear in
V$ARCHIVED_LOG along with those
made by the archiver. Apart from the fact
that these views mean that you probably
do not need to write separate code to deal
with backupsets and copies they also have
the nice property that when a crosscheck
determines that a backup is no longer valid

then the corresponding row just disappears
from the view! You do not need to check
validity when using these views. If you see
a row in these views the corresponding
backup is valid as of the last crosscheck.
You just need to make sure that the 
backups identified in these rows meet 
your requirements.

One peculiar omission from these views is
the time the backup was taken. For read-
only tablespaces this can be a problem as
the CHECKPOINT_TIME column will
bear no relationship to the time of the
backup. One workaround is to get the start
and end times of the entire backup session
by joining with V$RMAN_STATUS:

select b.*,r.start_time,r.end_time
from v$backup_datafile_details b

join v$rman_status r
on (b.session_recid=r.recid and

b.session_stamp = r.stamp)

In the example code below I use 
another workaround that although more
cumbersome provides a more accurate
completion time for individual datafiles.
If you are using oracle 10g release 1 you
can use the view V$BACKUP_FILES
view and then select the rows you want
using the FILE_TYPE column. 
Remember to select only rows where
STATUS is AVAILABLE.

If you are using Oracle 9i or earlier you
need to construct your queries based on
more specific views. Here are the ones 
I would choose:

V$BACKUP_REDOLOG
This view contains information about
archived logs in backup sets.

V$BACKUP_DATAFILE
This view contains information about
datafiles and the controlfile in backup
sets. The controlfile is identified as 
file 0.

V$BACKUP_SPFILE
This view contains information about
spfiles in backup sets.

V$DATAFILE_COPY
This view contains information about
image copies of datafiles and the 
controlfile. The controlfile is identified 
as file 0.

10g Release 2 views Views available in earlier releases
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V$BACKUP_SET
You may not need to use the view 
directly but it contains some information
about the backupset as a whole.

V$BACKUP_PIECE
You need this view to determine the
availability of backup sets.

V$DATAFILE_COPY
This view contains information on 
image copies of datafiles and the 
controlfile. The controlfile is identified 
as file 0.

V$PROXY_DATAFILE
This view contains information on proxy
copies of datafiles or the controlfile. 
The controlfile is identified as file 0.

To determine the availability of files backed
up into backupsets in Oracle 9i is a bit
awkward. You have to determine whether
all the backup pieces that make up the
backup set are available. An example query
to select all valid backups of datafiles in
backup sets is:

select * from v$backup_datafile
where file# <> 0 and
(set_stamp,set_count) in (

select set_stamp,set_count from
v$backup_piece where status = ‘A’

minus
select set_stamp,set_count from

v$backup_piece where status <> ‘A’)

First of all let me point out that perform-
ance is not a concern with this query and 
I have aimed for clarity and robustness
here. By eliminating file zero we select
only rows that are associated with datafiles
not the controlfile. The combination of
SET_STAMP and SET_COUNT acts as a
primary key into V$BACKUP_SET. We
then check that all of the backup pieces in
the backupset are available. The subquery
is constructed in such a way as to ensure
that there is always one. Maybe that is
overkill but better safe than sorry.

Read-only and Offline Tablespaces

For actively used datafiles the redo log
records from the
CHECKPOINT_CHANGE# in the 
backup file to LAST_CHANGE# in
V$DATAFILE are required to perform
complete recovery of a datafile. However,
suppose you know that a particular table-
space has not been modified since the last
backup and you decide not to back it up
again to reduce the backup window. 

That is all well and good but Oracle 
doesn’t know that the tablespace hasn’t
been modified. And neither do you really.
If you need to restore the tablespace from
backup oracle will complain if any of the
archived redo logs are unavailable.

However, if you take the tablespace offline
(without specifying the IMMEDIATE
option) then Oracle does know that no
modifications have been made since the
tablespace was taken offline and will not
require any redo log records for media
recovery. The same thing applies if you
make a tablespace read-only. The reason is
that the value of the LAST_CHANGE# in
the row or rows of V$DATAFILE stop
being updated when a tablespace is offline
or read-only. This means that you can back-
up read-only tablespaces less frequently
than read-write tablespaces without suffer-
ing any consequences as far as the length of
time required to perform media recovery.

Unfortunately, life is a little more compli-
cated than that. Suppose that you make a
read-only tablespace read-write and then
immediately afterwards some problem
arises that forces you to restore a week old
backup. Does Oracle now look at the
LAST_CHANGE# in V$DATAFILE and

conclude that it needs to roll-forward all
the archived redo logs from the whole of
the last week? Thankfully, the answer is
no. This is because the control file con-
tains a number of offline range records.
Offline range records contain information
about the times that datafiles have spent
read-only or offline and clean. The word
“clean” is crucial. A datafile can only be
taken offline cleanly or made read only by
an operation on the tablespace associated
with the datafile. Offline range records are
not created when an individual datafile is
taken offline or when a tablespace is taken
offline with the IMMEDIATE option.
This is because when a datafile is taken
offline in a dirty way the redo information
at the time is required for media recovery.

When a datafile is brought online or made
read-write information about the preced-
ing offline/read-only period is stored in
V$DATAFILE. Earlier spells that a datafile
has spent in read-only or offline status 
can be viewed in V$OFFLINE_RANGE 
if necessary.

To determine the time of the earliest redo
log necessary for media recovery there are
several cases to consider:
(See diagram below.)

“Offline range records contain information
about the times that datafiles have spent
read-only or offline and clean.”
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Case 1

If the CHECKPOINT_CHANGE# of the
backup is equal to LAST_CHANGE# in
V$DATAFILE then the datafile was offline
or read-only at the time of the last backup
and has remained so until now. No media
recovery will be required for this datafile. 

Case 2

If the value of OFFLINE_CHANGE# in
V$DATAFILE is equal to the value of
CHECKPOINT_CHANGE# in the back-
up record then the datafile was offline or
read-only at the time of the last backup
and has been made online or read-write
exactly once subsequently. In this case the
fields ONLINE_CHANGE# and
ONLINE_TIME in V$DATAFILE 
indicate the earliest redo log record
required for recovery. 

Case 3

If the value of OFFLINE_CHANGE# 
in a record in V$OFFLINE_RANGE 
is equal to the value of
CHECKPOINT_CHANGE# in the back-
up record then the datafile was offline or
read-only at the time of the last backup
and has been made online or read-write
more than once subsequently. In this case
the fields ONLINE_CHANGE# and
ONLINE_TIME in the
V$OFFLINE_RANGE record indicate 
the earliest redo log record required 
for recovery. 

Case 4

If no matching offline range can be found
and LAST_CHANGE# indicates that the
datafile has been modified since the last
backup, then the file was online and read-
write at the time of the last backup and
CHECKPOINT_CHANGE# and
CHECKPOINT_TIME from the backup
record indicate the point from which
media recovery must start for this datafile.

What is interesting here is that this 
calculation makes little reference to the
current status of the datafile. Making a
tablespace read-only and then failing to
back it up is one of the most commonly
written about flaws in backup strategy. 
To repeat, you can only avoid media 
recovery if the file was read-only at the
time of the last backup and if it has
remained so subsequently.

Missing backups of datafiles

There are three reasons why you might
find that you have no backup of your
datafile:

1. You have only just created the datafile
and haven’t had a chance to back it 
up yet.

2. You have recently created the datafile,
have tried to back it up one or more
times, but not succeeded.

3. You created your datafile some time ago
and all backups have either failed or
been lost.

The first case is normal and not an error
indication at all. If you need to perform
media recovery of a file that has never been
backed up you can use the ALTER DATA-
BASE CREATE DATAFILE statement to
recreate the file. However, if you created
your datafile prior to the most recent back-
up of all your other read-write datafiles
and still have no backup then although you
can perform media recovery you will need
all the archived logs from the point that
you created the datafile. If your datafile is
very old then media recovery for this
datafile will probably not be practical.

Summary

In this first part of our discussion of 
backup validation, I have introduced the
high-level mechanism for ensuring that
you are in a position to recover from data
loss using your RMAN backups, and
introduced the views from the controlfile
that are needed to help you do this. 
Next time, I will show what this might
mean in practice with an analysis of some
example code.
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“Making a tablespace read-only and 
then failing to back it up is one of the
most commonly written about flaws in
backup strategy.” 

“If you need to perform media recovery of
a file that has never been backed up you
can use the ALTER DATABASE CREATE
DATAFILE statement.”


