
Documentation for partitioning has moved
to the “VLDB and Partitioning Guide”.
This is a new manual dedicated almost
entirely to partitioning and you can find
much more information about this topic in
this manual.

What is Interval Partitioning?

Here’s a scenario that some of you may be
all too familiar with. You have a table 
partitioned by range using a date column.
Each month you drop the oldest partition
and create a new partition for the coming
period. However, you went on holiday and
your colleague did something you would
never do: he/she forgot to create the new
partition. As a result, there was a service out-
age and all the associated post-mortem hoo-
ha that usually accompanies such events.

Interval partitioning is designed to make
such problems a thing of the past. You tell
Oracle how big your ranges are (one
month in the previous example) and 
Oracle will automatically create the 
partition for you when someone tries to
insert a row into it. You may well ask
whether Oracle will drop the old partition
automatically as well. Not surprisingly the
answer is: no it won’t. So you had better
not make your holidays too long or the
tablespace will fill up!

Management Extension or
Partitioning Strategy?

Officially, Oracle still has only three 
partitioning strategies: range, hash, and
list. This has always been a little bit 
confusing as composite partitioning
options provide additional options by com-
bining the strategies. In 11gR1, “Reference
Partitioning” and “System Partitioning”
have been introduced and were discussed
in detail in the last issue. To my mind,
these are certainly new partitioning strate-
gies but officially they are not.

“Interval Partitioning” is, in my opinion, 
not a new strategy: it is a management
extension to range partitioning. The
VLDB manual does introduce it that way.

However, one paragraph heading in the
manual is “Adding a Subpartition to a
[Range | List | Interval]-Hash Partitioned
Table”. This is typical of many references
and reflects the ambivalence (or confusion)
Oracle has as to whether this is a new 
strategy or not. To my mind, we should
refer to “Range Partitioned Tables with
Interval Partitioning Enabled”. However,
for the remainder of this article, I will use
the term “Interval Partitioned Table” freely
– as Oracle themselves do.

Creating an Interval 
Partitioned Table

You can create an interval partitioned table
in two ways. You can use the CREATE
TABLE statement or you can use the
ALTER TABLE statement to change an
existing range partitioned table into an
interval partitioned table. You can also use
the ALTER TABLE statement to remove
the interval partitioning extension and to
revert an interval partitioned table to a 
traditional range partitioned table. Interval
partitioning can be enabled on single-level

range partitioned tables or on range-range,
range-hash, or range-list composite-
partitioned tables.

Let us take an example. (See Example 1.)

This composite-partitioned table is created
using the SALES tables in the SH example
schema. The table is created with one 
partition (there must be at least one initial
partition specified) and this partition has
16 subpartitions. These 16 subpartitions
are stored in tablespaces TBS4, TBS5, and
TBS6 using a round-robin algorithm. 
The partition P2000 contains any rows
with a TIME_ID prior to this millennium.

All this is exactly the same as a standard
range-hash partitioned table. However, we
have not yet discussed the impact of the
line in bold. It is the addition of this line in
the syntax that changes the
SALES_INTERVAL table into an interval
partitioned table. Without this line the
CREATE statement would fail, as there are
rows in the original SALES tables with
TIME_IDs in the years 2000 and 2001.
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Partitioning in Oracle Database 11g
Release 1 – Part 2

By Tony Hasler, Anvil Computer Services Ltd

Oracle Partitioning has been extensively improved in Oracle Database
11g Release 1 and now has a new manual almost entirely to itself.

Last time we discussed most of these new features but one important 
feature, interval partitioning, was left out. This article covers that gap with
a dedicated discussion. 

Example 1: Creating an Interval Partitioned Table

CREATE TABLE SALES_INTERVAL

PARTITION BY RANGE (TIME_ID)

INTERVAL (NUMTOYMINTERVAL(6,'MONTH')) STORE IN (TBS1,TBS2,TBS3)

SUBPARTITION BY HASH (CUST_ID,PROD_ID)

SUBPARTITIONS 16 STORE IN (TBS4,TBS5,TBS6)

(

PARTITION P2000 VALUES LESS THAN (TO_DATE('1-1-2000','DD-MM-YYYY'))

)

ENABLE ROW MOVEMENT

AS SELECT * FROM SH.SALES;
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Because of this line, four new partitions
are created for the first and second halves
of 2000 and 2001. Each of these four 
partitions has 16 subpartitions. The four
partitions will be automatically named
something like SYS_P9999. The digits
will change to make the name unique. The
subpartitions will be automatically named
as well. As you might expect, they are
named something like SYS_SUBP9999
with a unique suffix that is typically four
digits.

These interval partitions are actually differ-
ent beasts from the standard range parti-
tions and we will go through the differ-
ences shortly. One difference that pops up
straight away is the tablespaces into which
the partitions or subpartitions are stored.
There is an entirely separate STORE IN
clause for the interval partitions. One
curiosity is that, in a composite partitioned
table like ours, the subpartitions are not
allocated to the tablespaces in a round-
robin fashion. Indeed, all the subpartitions
for a particular partition are all allocated to
the same tablespace! Subpartitions from
different partitions are allocated to different
tablespaces but even this is not strictly
round robin; if you leave a gap in your
intervals, as I will explain shortly, then you
will skip a tablespace. All this looks unlikely
to be the intention and may well change, so
I won’t dwell on it here.

Restrictions

There are one or two things that you can-
not do with an interval partitioned table:

• You can only specify one partitioning key
column, and it must be of NUMBER or
DATE type.

• Interval partitioning is not supported for
index-organised tables.

• You cannot create a domain index on an
interval-partitioned table.

• A table partitioned by reference cannot
refer to an interval partitioned table.

Can you live with that? Ok read on.

Range Partitions Versus 
Interval Partitions

There are two key differences between
these two types of partitions. All interval
partitions in a table must cover the same
sized interval – in example 1 this is six
months but it could be anything. Range
partitions, on the other hand, can vary in
size; you can have one partition that is a
day long another that is a month long and
another that is unlimited as P2000 is in
Example 1. The other difference between
interval and range partitions is how the
lower bound of the range is calculated. 
In the case of a range partition, it is 
determined by the upper bound of the 

previous range, if any. In the case of 
interval partitions, it is calculated by 
subtracting the interval size from the upper
bound. What this means is that there could
be gaps. Consider what happens if we add
a row to the table created in Example 1, see
Example 2.

The above example inserts a single row into
the table for March 1st 2008. A new 
partition will be created with a
HIGH_VALUE of July 1st 2008. 
The lower bound is not shown but is of
course January 1st 2008. What about the
years 2002-2007? Partitions will not be 
created for these dates until and if rows are
inserted that require them.

If we were to create a range partition using
the ALTER TABLE statement and 
specified a HIGH_VALUE of July 1st
2008, this partition would cover the entire
range of dates from January 1st 2002 to July
1st 2008. Unfortunately, you cannot tell the
difference between a standard range parti-
tion and an interval partition by looking at
the {USER|ALL|DBA}_TAB_PARTI-
TIONS views or, indeed, any documented
view that I know of. You can, however, look
at the underlying TABPART$ or TABCOM-
PART$ data dictionary tables to distinguish
these two types of partitions. We will discuss
this later but first we have to introduce a
crucial concept. The Transition Point.

The Key Concept: 
The Transition Point

We now know that an interval partitioned
table must have one or more standard
range partitions and zero or more interval
partitions. It turns out that, if there is a 
mixture of range and interval partitions in 
a table, (and there usually will be) then all
the range partitions must precede the first
interval partition. The largest
HIGH_VALUE of the range partitions is
known as the transition point. A picture
speaks a thousand words, see Figure 1.

We can see that the range partitions 
together cover all possible values of the 
partitioning key up to the transition point.
After that, there can be gaps but these gaps
must be exact multiples of the interval size
so that interval partitions can be created later
if needed. That leaves us with the question
of determining what the transition point is.
Well, I worked out that you can do this with
the following query, see Example 3.

This example is for composite partitioned
tables only. Use the SYS.tabpartv$ instead
of SYS.tabcompartv$ for single-level 
interval partitioned tables. The transition
point will be the HIGH_VALUE of the
last range partitioned displayed. The output
of this query in our example is as follows,
see Example 4.
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Example 2: Gaps in Interval Partitioned Tables

insert into sales_interval
(prod_id,cust_id,time_id,channel_id,promo_id,quantity_sold,amount_sold)
values (1,1,to_date('1-3-2008','DD-MM-YYYY'),1,1,1,1) ;

commit ;

select partition_name, high_value,
partition_position from
user_tab_partitions where table_name='SALES_INTERVAL'
order by partition_position;

Figure 1: The Transition Point



This shows that there is only one range 
partition and that the transition point is the
start of the millennium. What happens if
we insert a row with a TIME_ID in March
2005? We’ll now we get the following, see
Example 5.

We can see that one of the gaps has been
filled in and that the PARTITION_POSI-
TION of the 2008 partition has been 
shuffled up to accommodate it.

Partition Maintenance
Operations and Partition
Extended Naming

A complete description of what 
maintenance operations are allowed and
which are not is detailed in chapter 3 of the
VLDB and Partitioning Guide and there is
little point in me repeating that here. What
may be of benefit is a little explanation of
what happens to the Transition Point when
we perform some of the operations. Let us
see what happens if we merge the third and
fourth partitions, see Example 6.

This merge operation demonstrates 
another new 11g feature: Partition
Extended Naming. Rather than using these
horrible system generated names we can
simply specify the value of the partitioning
column in a theoretical row. What this 
construct says is this: Identify the partition
that a row with a TIME_ID of March 3rd
would go into and merge it with the 
partition that a row with a TIME_ID of
September 3rd would go into.
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Example 3: Identifying Range and Interval Partitions – Query

set sqlbl on
set echo on
SET LINES 100
set pages 100
column high_value format a20
set wrap off

SELECT  partition_name, high_value,
CASE BITAND (flags, 32768)

WHEN 32768
THEN 'INTERVAL'

ELSE 'RANGE'
END TYPE,
partition_position

FROM user_tab_partitions JOIN user_objects
ON subobject_name = partition_name

AND object_name = table_name
AND object_type = 'TABLE PARTITION'

JOIN SYS.tabcompartv$ ON obj# = object_id
WHERE table_name = 'SALES_INTERVAL'

ORDER BY partition_position;

Example 4: Range and Interval Partitions – Results

PARTITION_NAME HIGH_VALUE TYPE PARTITION_POSITION
---------------------------- -------------------------------- --------------- ----------------------------------
P2000 TO_DATE(' 2000-01-01 RANGE 1
SYS_P1725 TO_DATE(' 2000-07-01 INTERVAL 2
SYS_P1742 TO_DATE(' 2001-01-01 INTERVAL 3
SYS_P1759 TO_DATE(' 2001-07-01 INTERVAL 4
SYS_P1776 TO_DATE(' 2002-01-01 INTERVAL 5
SYS_P1793 TO_DATE(' 2008-07-01 INTERVAL 6

Example 5: Range and Interval Partitions – Results after row inserted from 2005

PARTITION_NAME HIGH_VALUE TYPE PARTITION_POSITION
---------------------------- -------------------------------- --------------- ----------------------------------
P2000 TO_DATE(' 2000-01-01 RANGE 1
SYS_P1725 TO_DATE(' 2000-07-01 INTERVAL 2
SYS_P1742 TO_DATE(' 2001-01-01 INTERVAL 3
SYS_P1759 TO_DATE(' 2001-07-01 INTERVAL 4
SYS_P1776 TO_DATE(' 2002-01-01 INTERVAL 5
SYS_P1814 TO_DATE(' 2005-07-01 INTERVAL 6
SYS_P1793 TO_DATE(' 2008-07-01 INTERVAL 7

Example 7: Results After Merge Operation

PARTITION_NAME HIGH_VALUE TYPE PARTITION_POSITION
---------------------------- -------------------------------- --------------- ----------------------------------
P2000 TO_DATE(' 2000-01-01 RANGE 1
SYS_P1725 TO_DATE(' 2000-07-01 RANGE 2
PMERGED TO_DATE(' 2001-07-01 RANGE 3
SYS_P1776 TO_DATE(' 2002-01-01 INTERVAL 4
SYS_P1814 TO_DATE(' 2005-07-01 INTERVAL 5
SYS_P1793 TO_DATE(' 2008-07-01 INTERVAL 6

Example 6: Merge Operation on Interval Partitions

ALTER TABLE SALES_INTERVAL MERGE PARTITIONS FOR(TO_DATE('3-3-2000','DD-MM-YYYY')),FOR(TO_DATE('3-9-2000','DD-MM-YYYY'))
INTO PARTITION PMERGED;
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The result of the merge operation is a new
partition that covers a 12 month period
including the second half of 2000 and the
first half of 2001. Since this is not the 
specified size of the interval for the table, it
is not surprising that the new partition is
setup as a range partition. However,
because this implies a movement of the
Transition Point we can see that
SYS_P1725 has been converted to a 
range partition as well.

Let’s try something else:

The above command prevents any new
interval partitions being created in 
tablespace TBS3. It has no impact on 
the Transition Point. N.B. There is a 
documentation error in the SQL 
reference manual here. The keyword
SET must NOT be repeated.

This is the command that changes the
interval size for an interval partitioned
table. It can also be used to enable interval
partitioning for a standard range 
partitioned table. Let us see what impact
this has on the Transition Point, see
Example 10.

The consequence is that all partitions have
been changed to range partitions. In other
words, if a row was inserted with a
TIME_ID in 2007 it would placed in
SYS_P1793.

My final example is the command to 
disable Interval Partitioning:

Once disabled, any attempt to insert a row
with a TIME_ID later than or equal to July
1st 2008 will result in an error. Interval
partitioning can always be re-enabled later.

A Summary of the Pros and
Cons of Interval Partitioning

Interval partitioning automates the process
of partition creation that otherwise would
have to be done manually or scripted. 
It also allows, for the first time, gaps
between partitions. These don’t sound 
like bad things but it does mean that you
could get a bunch of partitions that you
don’t want if bad data is supplied. You may
also still need to write scripts to drop 
obsolete partitions.
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Example 8: Altering the Tablespace for New Interval Partitions

ALTER TABLE sales_interval SET STORE IN (tbs1,tbs2) ;

Example 9: Altering the Interval Size

ALTER TABLE sales_interval SET INTERVAL (NUMTOYMINTERVAL(3,'MONTH')) ;

Example 11: Disabling Interval Partitioning

ALTER TABLE sales_interval SET INTERVAL () ;

Example 10: Results After Changing the Interval Size

PARTITION_NAME HIGH_VALUE TYPE PARTITION_POSITION
---------------------------- -------------------------------- --------------- ----------------------------------
P2000 TO_DATE(' 2000-01-01 RANGE 1
SYS_P1725 TO_DATE(' 2000-07-01 RANGE 2
PMERGED TO_DATE(' 2001-07-01 RANGE 3
SYS_P1776 TO_DATE(' 2002-01-01 RANGE 4
SYS_P1814 TO_DATE(' 2005-07-01 RANGE 5
SYS_P1793 TO_DATE(' 2008-07-01 RANGE 6

IN
TE

R
VA

L
PA

R
TI

TI
O

N
IN

G
IN

O
R

A
C

LE
D

AT
A
B

A
SE

1
1
G

R
EL

EA
SE

1

About the Author
Tony Hasler is an
independent soft-
ware consultant
specialising in
helping companies
improve Oracle
related services.
During his thirty
years of experi-

ence Tony has led operating systems
development teams, represented 
the British Standards Institute 
internationally, and filed a patent 
relating to optimisations of distributed
transactions. 

He can be reached at 
tony@aberdour.demon.co.uk


