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advantage is that values which share a 
partition need not be consecutive. For
example, if you had a column in a row that
contained a USA state code of ‘NV’ for
Nevada it could be placed in the same 
partition as one that had a state code of
‘CA’ for California, despite the fact that
rows associated with other states that have
codes between ‘CA’ and ‘NV’ could be in
different partitions. To summarise:

• List partitioning groups rows with 
related column values together

• Only a single column can be used as the
basis of list partitioning.

In 11gR1 you can list partition by a 
virtual column. See the box on the right
for more information on virtual columns.

Hash Partitioning

Whereas range and list partitioning are
intended to group rows with related 
column values together, hash partitioning
seeks to scatter rows with related column
values to the four winds. The reason is 
that although grouping rows together 
may improve read performance and help
administratively, updates may run into 
contention issues. Hash partitioning should
also distribute rows evenly. That’s nice for
partition-wise joins. Like the previous
two strategies hash partitioning will place
rows with identical column values in the
same partition. But rows with different but
similar column values should not have a
high probability of being placed in the
same partition. To summarise:

• Hash partitioning tries to place rows
with related column values in different
partitions.

• Hash partitioning can be based on 
multiple columns.

Virtual columns can be used with hash 
partitioning as well. However, there will
normally be no advantage over simply
using the columns on which the virtual 
column is based.

System Partitioning

All the above partitioning schemes have
one thing in common: the partition into
which a row is inserted is determined based
on some function of the value or values of
one or more columns. What if that is not
flexible enough for you? Suppose, for
example, you want all the rows inserted on
one node in a RAC cluster to be placed in a
different partition to those of other nodes?
Of course, you could add a column to your
table and then use that. An alternative is to
use System Partitioning.

Consider the code in Example 1, next page.

Oracle Partitioning is a cost option 
available only with Oracle Database
Enterprise Edition (or Oracle Database
Personal Edition). It is difficult to imagine
designing and managing a large database
without it. Indeed, if money were no
object, one could well imagine lots of uses
for it with small databases as well! Despite
its strengths, previous releases had some
peculiar restrictions that have now been
lifted. I think the whole feature set is now a
lot easier to manage provided that you
understand it before you start designing.
Let us see if you agree.

Documentation for the feature has moved
to the “VLDB and Partitioning Guide”
which is a new manual dedicated almost
entirely to partitioning and you can find
much more information about this topic in
this manual.

Single Level Partitioning
Strategies

Range Partitioning

For most of us, range partitioning is the
most important partitioning strategy. 
In particular, partitioning a table by date
allows us to easily age out or archive 
historic information from our databases.
However, range partitioning has many
other uses, for example, you can define
your ranges based on various numeric or
character based types. To summarise:

• Range partitioning groups rows with
related column values together.

• Multiple columns can be used as the basis
for range partitioning

In 11gR1 you can range partition by one
or more virtual columns and you can use
interval partitioning to extend the feature
set. See the box on the right for more
information on virtual columns. Interval
partitioning will be discussed next time.

List Partitioning

List partitioning was introduced in 9i and
requires you to specify specific column 
values, rather than a range. The main
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Oracle Partitioning has been extensively improved in Oracle Database
11g Release 1 and now has a new manual almost entirely to itself.

This first part of a two part article describes how the cost option has
“come of age” in this release and introduces you to the new features.
Interval partitioning, an important extension to range portioning, will be
discussed next time.

Virtual Columns 

Virtual columns are a powerful new
feature of 11gR1 and have many
advantages other than to enhance 
partitioning. The idea is that you
define a column to be a function of
other columns in the row. You can
then build an index on this virtual 
column if you want. So what you may
say. In earlier releases you could
always have created a view that
defined the extra column. You could
then create a function based index
using the same function as that used
to define the view column. Apart
from being somewhat easier to set up
virtual columns also allow you to
maintain column statistics.

Apart from its other uses virtual
columns can be used as the basis 
for range, list, hash or composite 
partitioning. Examples 3 and 4 show
how you define a virtual column and
use it as the basis for partitioning.

In general, virtual columns can use
deterministic PL/SQL functions as
part of their definition. However, if
you want to partition using virtual
columns only built-in functions can 
be used.
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This example shows that with system 
partitioning you provide no information on
table creation with regard to how rows are
distributed among the partitions. It also
shows that, despite this, you can still create
locally managed indexes. It is just that
when you insert rows into a system 
partitioned table you need to explicitly
specify the partition, as Oracle would 
otherwise have no clue where to put it. 
You can optionally specify the partition on
a select or update statement. If you choose
not to specify the partition on a select 
statement, Oracle will be unable to perform
any partition pruning.

For most if us this partitioning scheme will
not be useful. Not least because you cannot
specify a variable for the partition name.
The main use of system partitioning is for
users creating domain indexes. For more
information on this see the Data
Cartridge Developers Guide.

Note also that you cannot combine system
partitioning with any other strategy in a
composite partitioned table.

Reference Partitioning

As we have just discussed, system partition-
ing provides a way to distribute rows 
based on something other than the column
values in a row. Although it is the most
general way to do this it is very awkward 
to use. There is another new partitioning
strategy that also does this but is much 
easier to use. It is, however, tailored to one
specific scenario.

Suppose you have a foreign key relation-
ship between a child table and its parent.
With seeming inevitability I will, like my
elders and betters before me, choose the
example of an ORDER_ITEMS table and
its parent ORDERS table. Suppose the
ORDERS table is partitioned by
ORDER_DATE. You may wish to 
partition the ORDER_ITEMS table in the
same way i.e. by ORDER_DATE. That
way, when you age out the orders you can
age out the associated order items at the
same time. In previous releases of Oracle
there were multiple problems with this 
scenario. First and foremost is the fact that
if you designed your database with normal-
isation in mind the ORDER_DATE col-
umn would not be in the ORDER_ITEMS
table. The second is that you would not be
permitted to perform the partition mainte-
nance operation on the ORDERS table
with the constraint enabled.

Reference partitioning solves both of these
problems. Example 2 shows how to create
the ORDERS and ORDER_ITEMS tables
so that they are both partitioned by
ORDER_DATE. There are three partitions
created for the ORDERS table and three
corresponding partitions have automatical-
ly been created for the ORDER_ITEMS
table. I could have specified the names and
storage attributes for the ORDER_ITEMS
partitions but because I didn’t the same
partition names and tablespaces were used
as for the parent table. To show how parti-
tion maintenance operations work I have
inserted one row into each table and then
dropped the associated partition in the

ORDERS table. What happens here is 
that the operation is propagated to the
ORDER_ITEMS table. All partition 
maintenance operations work this way; 
you never directly perform a partition
maintenance operation on a table 
partitioned by reference.

The parent table may be partitioned using
any strategy. It may be range, hash, list, or
system partitioned. It may even be another
table partitioned by reference. There are
some subtle complications when the parent
table is a composite partitioned table and
we will discuss these separately after we
have reviewed the 11g enhancements to
composite partitioning. The main point to
note at this stage is that a table partitioned
by reference is never a composite 
partitioned table even if its parent is.

There are some restrictions. The best way
to understand them is to review a small
portion of the error messages manual
which I will not attempt to paraphrase:

Example 1: A simplified way to use System Partitioning

CREATE TABLE t1 (col1 INTEGER,col2 INTEGER)
PARTITION BY SYSTEM
(
PARTITION p1,
PARTITION p2,
PARTITION p3
) ;

CREATE INDEX i1 ON t1(col1) LOCAL;

BEGIN
IF UTL_INADDR.get_host_name = 'HOST1'
THEN

INSERT INTO t1 PARTITION (p1)
(col1, col2)

VALUES (1, 2);
ELSIF UTL_INADDR.get_host_name = 'HOST2'
THEN

INSERT INTO t1 PARTITION (p2)
(col1, col2)

VALUES (1, 2);
ELSE

INSERT INTO t1 PARTITION (p3)
(col1, col2)

VALUES (1, 2);
END IF;

END;
/
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ORA-14659: Partitioning method
of the parent table is not supported 
Cause: An attempt was made to cre-
ate a reference-partitioned table with
an interval partitioned parent table.
Action: Do not create a reference-
partitioned table with an interval par-
titioned parent table.

ORA-14660: parent table of a ref-
erence-partitioned table cannot be
index-organized 
Cause: Attempted to create a 
reference-partitioned table with a
index-organized parent table.
Action: Correct the statement and
reenter.

ORA-14661: row movement must
be enabled 
Cause: Attempted to disable row
movement for a reference-partitioned
table, although row movement was
enabled for its parent table.
Action: Disable row movement for
parent table before disabling row
movement for the reference-
partitioned table.

ORA-14662: row movement 
cannot be enabled 
Cause: Attempted to enable row
movement for a partitioned table,
although row movement was disabled
for a reference-partitioned child table.
Action: Enable row movement for
reference-partitioned child tables
before enabling row movement for
the parent table.

ORA-14663: reference partitioning
parent key is not supported 
Cause: Parent key of the reference-
partitioned table’s partitioning 
constraint contained virtual columns.
Action: Correct the statement to
specify a partitioning constraint with
supported parent key and reenter.
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Example 2:  Use of Reference partitioning with a single-level-partitioned parent

--
-- Begin by creating the parent table in the normal way
--
CREATE TABLE orders

( id          NUMBER PRIMARY KEY
, ORDER_date          DATE NOT NULL
) PARTITION BY RANGE (order_date)

(

PARTITION PRE_2000 VALUES LESS THAN (TO_DATE('1-1-2000','DD-MM-YYYY')) TABLESPACE TBS1
,PARTITION P2000_2007 VALUES LESS THAN (TO_DATE('1-1-2008','DD-MM-YYYY')) TABLESPACE TBS2
,PARTITION P2008 VALUES LESS THAN (TO_DATE('1-1-2009','DD-MM-YYYY')) TABLESPACE TBS3

);

--
-- Now create the child table.  Three partitions will be created
-- with the same names as above and placed in tablespaces tbs1,tbs2, and tbs3
--

CREATE TABLE order_items
( id            NUMBER PRIMARY KEY
, order_id      NUMBER NOT NULL
, CONSTRAINT order_items_fk FOREIGN KEY (order_id)

REFERENCES orders (id)
)

PARTITION BY REFERENCE (order_items_fk);

--
-- Now insert a couple of rows
--
INSERT INTO orders (ID, order_date) VALUES (1, TO_DATE ('1-1-1999', 'DD-MM-YYYY'));
--
INSERT INTO order_items (ID, order_id) VALUES (1, 1);
--
-- Now show that we can perform partition maintenance on both tables in one command.
-- This will effectively delete both rows
--
ALTER TABLE orders DROP PARTITION pre_2000;

Composite Partitioning Enhancements

What happens if you want to group related
records together but avoid contention?
Well the usual answer is to use composite
partitioning. Partitioning by range and
then subpartitioning by hash has been
available since 8i. It allows you to group
related records together in the same 
partition but concurrent DML on rows
with similar column values are unlikely to
hit the same block because the hash is

applied within the partition. When list 
partitioning came along in 9i I thought
that they should have introduced compos-
ite list-hash partitioning at the same time
but they did not. Instead, they introduced
the ability to partition by range and to sub-
partition by list. Whatever the rationale for
this, it is now a moot point as all sensible
partitioning combinations are now 
available. Bearing in mind that neither 
system nor reference partitioning can be
used in a composite partitioned table there
are three remaining single level strategies
available. Thus there are theoretically 9
(3x3) potential composite partitioning
schemes. Let us discuss these one by one.

Partition by Range, Subpartition by
Range

At first glance this may seem silly.
Remember that we can partition by range
using multiple columns. What is the differ-
ence, then, between partitioning by range
on column A and then subpartitioning on

column B versus simply using single level
partitioning on columns A and B? The
answer is best explained with an example.
Suppose we use single level range parti-
tions on a table containing SURNAME
and FORENAME columns. We might 
create three partitions: one for names less
than ‘JONES’ and ‘ALAN’; a second for
names less than ‘SMITH’ and ‘JOHN’; and
a third one for the rest. A row with values
‘BROWN’ and ‘ZEBEDIAH’ would still
be in the first partition, despite the fact that
the forename begins with a ‘Z’. This is
because the forename is only ever refer-
enced when the surname is exactly ‘JONES’
or ‘SMITH’. Contrast this with a table that
is partitioned by order date and then sub-
partitioned by delivery date. Now we have
a two dimensional arrangement: if there are
12 one month partitions for the order date
and 12 subpartitions for the delivery date
we have a total of 144 subpartitions in the
table as a whole; the value of both columns
needs to be examined every time.

Table 1: Composite partitioning options 
by release
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Does it matter whether column A is the
partitioning key and column B is used for
subpartitioning or vice versa? Well the
answer is that it depends on what partition
maintenance operations you want to per-
form. Let us consider the order date and
delivery date example again. If you want to
be able to age rows out of the table a 
certain time after the order date then you
should partition by order date and sub-
partition by delivery date. If you want to
be able to age rows out of the table a 
certain time after the delivery date then 
you should partition by delivery date and
subpartition by order date. From a 
performance perspective it matters not.

What if you want a three dimensional
arrangement based on three columns? 
Well now you have to use virtual columns.
Once again, bear in mind what partition
maintenance operations you need to 
perform. Example 3, (see below), shows
how to set up a three dimensional parti-
tioning strategy using two date columns
and one integer column.

This example shows how to create a virtual
column (order_qd) and then use it to create
three dimensional partitioning (sub-
sub-partitioning, if you will). The table is
partitioned by quarter on delivery_date 
(4 quarters in 2008) subpartitioned by
order_date (4 quarters in 2008) and then
further divided depending on whether the
order was for less than 100 items or not.
This creates a total of 4x4x2=32 sub-
sub-partitions in total.

Note how the concept of a subpartition
template introduced in 10g has been
extended to the new composite schemes,
avoiding the need for repetitive typing. 
You can see that you will be able to 
perform partition maintenance operations
on the delivery_date partitions as a whole.

Partition by range, subpartition by list

This arrangement creates a two dimension-
al distribution as above. Once again if you
need more dimensions you will need to use
virtual columns.

Partition by list, subpartition by range

From a performance perspective this is
identical to the above strategy. Once again
the difference between the two lies in the
partition maintenance operations you want
to perform.

Partition by list, subpartition by list

Once again the purpose of this scheme is to
partition based on two columns. The com-
ments and considerations in the preceding
sections apply identically here.

Partition by hash, subpartition by any-
thing???????

These strategies make no sense and are not
provided. Standard partition maintenance
operations cannot be performed on hash
partitioned tables. Dropping an individual
hash partition, for example, makes no sense
as an effectively random set of rows will be
dropped. It therefore makes no sense to

partition by hash and then subpartition by
range or list when doing it the other way
round would be more flexible. What about
partitioning by hash on columns A and B
and then subpartitioning by hash on
columns C and D? This offers no benefits
over simply using single level hash parti-
tioning on columns A, B, C and D.

Partition by range or list, subpartition
by hash

These schemes make perfect sense as they
allow you to leverage the performance and
administrative benefits of single level range
or list partitioning, whilst also benefiting
from the contention avoidance features of
hash partitioning.

Reference partitioning and
Parents Using Composite
Partitioning

This is a confusing matter and one that
needs a bit of dedicated treatment. If the
parent table of a table partitioned by refer-
ence uses a single level partitioning strategy,
then the number of partitions in the child
table will equal the number of partitions in
the parent table. However, if the parent
table uses a composite partitioning strategy,
then the number of partitions in the child
table will equal the number of subpartitions
in the parent table. The thing to realise is
that a table that is partitioned by reference
never has any subpartitions. Because of this
it is best not to leave all the naming of par-
titions and subpartitions to Oracle. Let us
see what happens if you do in Example 4.

Example 3:  Three dimensional partitioning using a virtual column

CREATE TABLE t1 ( order_date DATE,
delivery_date DATE,
order_quantity INTEGER,
order_qd AS ((TO_NUMBER(TO_CHAR(TRUNC(order_date,'Q'),'YYYYMM'))*10000)
+LEAST(order_quantity,100)))

PARTITION BY RANGE (delivery_date)

SUBPARTITION BY RANGE (order_qd)

SUBPARTITION TEMPLATE (
SUBPARTITION low2008q1 VALUES LESS THAN   (2008010100),       --  Less than 100 items ordered in Q1
SUBPARTITION high2008q1 VALUES LESS THAN  (2008040000),          -- 100 or more items ordered in Q1
SUBPARTITION low2008q2 VALUES LESS THAN   (2008040100),       --  Less than 100 items ordered in Q2
SUBPARTITION high2008q2 VALUES LESS THAN  (2008070000),          -- 100 or more items ordered in Q3
SUBPARTITION low2008q3 VALUES LESS THAN   (2008070100),       --  Less than 100 items ordered in Q3
SUBPARTITION high2008q3 VALUES LESS THAN  (2008100000),          -- 100 or more items ordered in Q3
SUBPARTITION low2008q4 VALUES LESS THAN   (2008100100),       --  Less than 100 items ordered in Q4
SUBPARTITION high2008q4 VALUES LESS THAN  (2009010000)           -- 100 or more items ordered in Q4
)

(
PARTITION q1_2008 VALUES LESS THAN (TO_DATE('20080401','YYYYMMDD')), -- Delivered in Q1 2008
PARTITION q2_2008 VALUES LESS THAN (TO_DATE('20080701','YYYYMMDD')), -- Delivered in Q2 2008
PARTITION q3_2008 VALUES LESS THAN (TO_DATE('20081001','YYYYMMDD')), -- Delivered in Q3 2008
PARTITION q4_2008 VALUES LESS THAN (TO_DATE('20090101','YYYYMMDD'))  -- Delivered in Q4 2008
);
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We didn’t name or place the subpartitions
either. Oracle would then have named
them something like SYS_SUBP5678.
These won’t be the exact names but you get
the drift. All 64 segments would be placed
in the user’s default tablespace.

We elected not to name or place the parti-
tions in the FLIGHT_PASSENGERS table
either, although we could have done so.
You might think that Oracle would create
partitions and subpartitions named identi-
cally to those in the parent. Not so.
Remember that partitions in a composite
partitioned table are only used for partition
maintenance operations; segments are only
associated with the subpartitions.
Remember also that you never perform
partition maintenance operations directly
on a table partitioned by reference.
Accordingly, the table partitioned by refer-
ence is not considered to be composite par-
titioned. It simply has 64 partitions that
correspond with the 64 subpartitions of the
parent table. The default behaviour is for
Oracle to name and locate the segments in
the two tables identically. See Example 5
for a picture that demonstrates this.

The result of leaving all this naming and
placing of partitions and subpartitions to
Oracle is that you end up with partitions in
the child table that are automatically named
as if they were subpartitions which they are
not. When I first saw this I thought that
this was a bug but I was mistaken. 
If you create a table this way you can
rename and/or move the subpartitions in
the child table. They do not have to be
named or placed identically to their 
corresponding parent segments. 
Their correspondence is determined by 
partition/subpartition position.

What happens, for example, if you merge
two partitions in the parent table and you
want to control the naming and placement
of the partitions in the child table? Well
Example 6 shows how you can use new
syntax to do this.

Here we have named the new partition in
FLIGHT_BOOKINGS but allowed Oracle
to name the 16 new subpartitions.
However, we have controlled the naming
of the associated partitions in
FLIGHT_PASSENGERS. We have 
specified an explicit tablespace for just one
of these partitions for brevity. This example
also demonstrates another new feature of
Oracle 11gR1: you no longer have to 
reference a partition by its name. That can
be awkward when you do not know what
the name is! Instead, you have the option
of passing a value of the partitioning 
column to the FOR operator to identify
the partition. In this case, the first and 
second partitions we defined for the
FLIGHT_BOOKINGS table have been
selected to be merged.

Example 5: Shows how partition and subpartition naming for tables in example 4

Example 4: Use of Reference partitioning with a composite partitioned parent

CREATE TABLE flight_bookings

( id          NUMBER PRIMARY KEY
, customer_id         NUMBER NOT NULL
, confirmation_number VARCHAR2(12) NOT NULL
, requested_seat_type  VARCHAR2(10) NOT NULL
, reservation_date    DATE NOT NULL
, start_date          DATE NOT NULL
, end_date            DATE
, country as (substr(confirmation_number,9,2))
) PARTITION BY LIST (country)

SUBPARTITION BY HASH (customer_id)

SUBPARTITIONS 16
( PARTITION VALUES ('US','CA','MX')
, PARTITION VALUES ('BR','AR','PE')
, PARTITION VALUES ('GB','DE','NL','BE','FR','ES','IT','CH')
, PARTITION VALUES ('NZ','AU','IN','CN')
) ENABLE ROW MOVEMENT;

CREATE TABLE flight_passengers
( id            NUMBER PRIMARY KEY
, booking_id    NUMBER NOT NULL
, SURNAME       VARCHAR2(100) NOT NULL
, FORENAME      VARCHAR2(100) NOT NULL
, CONSTRAINT flight_passengers_fk FOREIGN KEY (booking_id)

REFERENCES flight_bookings (id)
)

PARTITION BY REFERENCE (flight_passengers_fk)
ENABLE ROW MOVEMENT;

The FLIGHT_BOOKINGS table bears an
uncanny resemblance to the
CAR_RENTALS example in the Oracle
documentation. It is list partitioned using a
two character subset of the confirmation
number via a virtual column. The
FLIGHT_PASSENGERS table has a refer-
ential integrity constraint that is used to
allow multiple passengers to be associated
with the same flight booking. This referen-
tial integrity constraint is declared to be
used as the basis for reference partitioning
of the FLIGHT_PASSENGERS table.

There are four list partitions in the
FLIGHT_BOOKINGS table, each of
which has 16 hash subpartitions. This
means that there are 64 segments in total.
Note that this time we haven’t used a sub-
partition template; we have just told Oracle
how many subpartitions to create and left
the naming and placement to Oracle itself.

We elected not to name the partitions in
the FLIGHT_BOOKINGS table, although
we could have. Oracle would have named
them SYS_P1234 or something like that.
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Miscellaneous Improvements

With the exception of interval partitioning,
which we will discuss next time, we have
now covered the major enhancements to
partitioning in 11gR1. There are, however,
a few other enhancements that we can
mention before closing. This section is
essentially “cut and paste” from the new
features manual.

Enhanced Statistics Collection

An improved statistics collection process
for partitioned objects avoids having to
regather statistics on partitions that have
not been touched, by using a summary
instead. Partitioned objects tend to become
larger and larger, and statistics collection,
particularly global statistics collection, can
become increasingly time and resource
intensive. This feature significantly
improves the speed and accuracy of statis-
tics collection for partitioned objects.

Improved Partitioning Pruning (bloom
filtering)

Partition pruning now uses bloom filtering
instead of subquery pruning. While sub-
query pruning was activated on a cost-
based decision and consumed internal
(recursive) resources, pruning based on
bloom filtering is activated all the time
without consuming additional resources.
The performance of partition pruning has
been enhanced. Furthermore, partition
pruning will be automatically activated for
every join with a partitioned object.

{DBA|USER|ALL}_MVIEW_DETAIL_
PARTITION

New catalog views display the partition
change tracking (PCT) information for 
a given materialized view by showing
which sections of the materialized views
data are fresh or stale. This is a critical 
piece of information for the user to be able
to view the partition staleness information
of the materialized view. It affects the
usability and maintainability of the 
materialized view.

Partition Advisor

The SQL Access Advisor has been
enhanced to include advice on how to 
partition tables, materialized views, and
indexes in order to improve performance of
SQL statements.

Data Pump Improvements

Until this release, the Transportable
Tablespaces mechanism for Data Pump
could be used to specify only the physical
tablespaces to be exported. This feature
adds a partition mode, which can be used
to move one or more partitions or sub-
partitions of a table without having to
move the entire table or exchange out the
partition or subpartition. In addition, 
partitions can be imported to the target
database either as part of an existing table
or as a separate table for each partition.

Enhanced DML tracking of PMOPs

Change Data Capture formerly did not
always capture direct path load operations
or implicit data changes as the result of 
partition maintenance operations. 
The enhanced DML tracking feature
relieves this restriction.

Fine grained partitioning of OLAP
cubes

Scalability improvements in cube partition-
ing increase the number of partitions that
can be efficiently maintained in a cube.
Fine-grained partitioning of OLAP cubes
provide support for larger cubes and more
efficient cube update processing. Fine-
grained partitioning allows the cube to be
partitioned by more members of a dimen-
sion (as compared to Oracle Database 10g
Release 2). Support for many more parti-
tions can be used to create larger cubes (for
example, retaining more time periods).
Smaller partitions can be processed more
quickly during a cube update.

Total number of partitions increased
from 9,999 to 1,233,054

Until now, the maximum number of 
partitions allowed has been 9,999. This
limit has been increased to 1,223,054. 
This increase is of significant benefit to 
Text users.

Summary

Oracle Database 11gR1 includes significant
enhancements to its partitioning cost
option. Reference and interval partitioning
strategies are the most complex to under-
stand. The former has been covered in
some detail here – including the difficult
issue of referencing parent tables using
composite partitioning. Next time I will
cover interval partitioning.

Example 6: Merging partitions in multiple tables when partitioning by reference is used

ALTER TABLE flight_bookings MERGE PARTITIONS FOR('CA'), FOR('BR') INTO PARTITION merged_1
DEPENDENT TABLES
(
flight_passengers
(
PARTITION fp1 TABLESPACE users,
PARTITION fp2,PARTITION fp3,PARTITION fp4,PARTITION fp5,PARTITION fp6,PARTITION fp7,
PARTITION fp8,PARTITION fp9,PARTITION fp10,PARTITION fp11,PARTITION fp12,PARTITION fp13,
PARTITION fp14,PARTITION fp15,PARTITION fp16
)
) ;
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