
26 From the UK Oracle User Group

Cartesian products and generalised
Inner Joins

Let us begin with some simple examples
based on the famous EMPLOYEES and
DEPARTMENTS tables that you will find
in the HR schema of a database with
example schemas installed. (See Figure 1.)

The cartesian product creates a row for
every possible combination of rows in the
EMPLOYEES table with rows in the
DEPARTMENTS table. Since there are
107 rows in the EMPLOYEES table and
27 rows in the DEPARTMENTS table
then there are 2889 (107 x 27) rows in the
result set. The inner join that I have shown
eliminates the 107 rows associated with
the Human Resources department.

As you can see the comma syntax for 
cartesian products and inner joins is more
concise than the ANSI equivalent and 
perfectly clear to understand. Furthermore,
in the case of inner joins there are alterna-
tive ANSI syntax constructs that create the
opportunity for inconsistency. The two 
different ANSI constructs reflect the fact

that SQL supports both join conditions
and selection conditions. In an inner join,
however, they are equivalent.

SQL constructs of this type represent a 
significant portion of all SQL statements
written and so the reluctance to switch to
the new syntax is easy to understand.
However, the majority of joins can be 
constructed using simplified ANSI syntax
as you will soon see.

Equijoins on identically 
named columns

Joins of the type I have shown above do
arise but by far the most common type of
join is the equijoin. The equijoin requires
the value of one column in one table to be
identical to the value of another column,
usually in the other table making up the
join. Frequently these columns have the
same name. In these conditions you could
use the constructs shown above or you
could use the abbreviated syntax in 
Figure 2, opposite.

As you can see the ANSI abbreviated 
syntax is now more concise than its
comma syntax equivalent. The abbreviated
syntax does change the number of 
columns returned; the department_id 
column only appears once in the result 
set when the ANSI syntax is used rather
than twice as would be the case in the
comma syntax variant.

Natural joins

ANSI syntax allows for one further abbre-
viation that I have learned from bitter
experience is best avoided most of the
time. Nevertheless, you should learn how
to read it. See Figure 3 (opposite) for an
example of how this syntax can work well.

What happens here is that the column or
columns to be equijoined are selected
automatically because they have the same
name. Since the only column with the
same name in both tables is STATISTIC#
that column is used to perform the 
equijoin to create the desired result. Note
that as with the USING construct the
equijoined column only appears once in
the result set.

This construct does look mighty useful and
I used to think that it could be used in a
substantial proportion of all the joins that 
I was ever likely to write. However, one
day I wrote a query somewhat similar to
the following, see Figure 4 (opposite).

You can see what I was trying to do. 
I wanted a list of tablespace names and the
number of datafiles associated with each
one. I knew that there was a column TS#
that could be used to effect the join.
However, what I forgot was that the 
column NAME was shared by the two
views as well. These two columns were
then equijoined in addition to the TS#
columns. Since no datafile has the same

Figure 1

ALTER SESSION SET current_schema=hr;
--
-- Cartesian product example (returning 2889)
--

ANSI syntax Comma syntax

SELECT COUNT (*) SELECT COUNT (*)
FROM employees FROM employees, departments;
CROSS JOIN departments;

--
-- Inner join examples (returning 2782) 
--

ANSI syntax Comma syntax

SELECT COUNT (*) SELECT COUNT (*)
FROM employees FROM employees, departments d
JOIN departments d WHERE d.department_id <> 40;
ON (d.department_id <> 40);

SELECT COUNT (*)
FROM employees
JOIN departments d
WHERE ON (d.department_id <> 40

);

Why I Like ANSI SQL 
Join Syntax By Tony Hasler, Anvil Computer Services Ltd

It has always been possible to construct a join using the comma operator
in SQL. However, in release 9i Oracle introduced an alternative ANSI

compliant syntax characterised by the JOIN keyword instead of the
comma operator. Despite its numerous advantages most programmers,
DBAs and respected authors of Oracle literature continue to use the
comma based syntax in most cases. In this article I suggest reasons why
this might be and try to explain why I am more enthusiastic about this
“new” syntax than most.
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Figure 2

ANSI syntax Comma syntax

SELECT first_name, last_name, SELECT first_name, last_name,
department_name department_name
FROM employees FROM employees e, departments d
JOIN departments WHERE
USING (department_id); d.department_id = e.department_id;

Figure 3

SELECT *
FROM v$mystat NATURAL JOIN v$statname;

Figure 4

SELECT   NAME, COUNT (*)
FROM v$tablespace NATURAL JOIN v$datafile

GROUP BY NAME;

Figure 5

SELECT   t.NAME, COUNT (*)
FROM v$tablespace t JOIN v$datafile USING (ts#)

GROUP BY t.NAME;

Figure 6

SELECT   first_name, last_name, department_name
FROM (SELECT first_name, last_name, department_id

FROM employees)
NATURAL JOIN
(SELECT department_id, department_name

FROM departments)
ORDER BY 2, 1;

name as the tablespace to which it belongs
no rows were returned. When I explicitly
specified the column I wanted all was well.
(See Figure 5, above.)

In fact if I were to take the example in the
previous section showing a join of the
EMPLOYEES and DEPARTMENTS tables
and change it to a natural join then the
result set would change because an equijoin
of the manager_id columns would be added
to the one on the department_id columns.
Even if your query works today then it may
break tomorrow when somebody adds a
new column to one of your tables.

The only time it is really safe to use a 
natural join is when all the columns 
are specified in the query. (See Figure 6,
below.)

However, this is usually more trouble than
it is worth and I would certainly not code
this particular query this way.

And to rub salt in the wound there is also
bug 5031632 which causes the wrong set of
rows to be returned even for “safe” queries.

Outer joins

There are three types of outer join.
Logically all outer joins begin with an
inner join. In a left outer join the first
operand of the join is then examined to
determine how many copies of each row
appear in the result set. When that number
is zero a row is added to the result set with
NULL values (or NULL non-values if you

“The only time it is really safe to use
a natural join is when all the
columns are specified in the query.”
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prefer) for each of the
columns in the result set
that correspond to the
second argument to the
join. With a right outer
join it is the right
operand that is exam-
ined. In a full outer join
it is both operands.

An example may help,
see Figure 7, right.

The first example returns
only 106 rows despite
the fact that there are
107 employees. That is
because Kimberley Grant
has no assigned depart-
ment and doesn’t match
any rows in the
DEPARTMENTS table.
The second example
picks up poor Kimberley.
The keywords INNER
and OUTER are option-
al. Personally I never
specify INNER but
always specify OUTER.
But that’s just me.

When you start to code
outer joins then the
ANSI syntax really
comes into its own. 
I simply cannot imagine
why anybody would ever
use the comma syntax
for databases running 9i
or beyond. (See Figure
8, right.)

This particular query is
one of many that cannot
be coded using comma syntax. 
Well, you could create inline views and/or
factored subqueries but that would be
cheating. And if you think the cheat is 
simple just try it.

The join in this query begins by performing
an inner join on the two tables and then
adding a row for Kimberley Grant who has
no assigned department. Rows are also
added for the various departments that do
not have any employees. After the join has
completed the selection conditions in the
where clause are applied. In this case I just
want to see the rows that were added by the
outer join. As you can see, in an outer join
there is a big difference between a join con-
dition and a selection condition. Consider
the following query, (see Figure 9).

At first glance this query may look similar
to the previous one. However, 134 rows
are returned. This is because for the join to
find a match all the join conditions must be
satisfied. Since this never happens no
matches are made. Since this is a full join,
however, rows are added for each of the
107 employees and all 27 departments.
And since there is no where clause all of
these 134 rows are returned.

Partitioned outer joins

ANSI join syntax was introduced in Oracle
9i and new features were added that were
only available using the ANSI syntax. In
10gR1 further new functionality was
added but again only to the ANSI syntax.

In the outer joins examined so far a row
from a join operand may appear in the
result set multiple times only if it matches
multiple rows from the other operand.

Consider the following contrived examples
from the SH example schema, see Figure
10, above.

This query looks at how much revenue was
generated each month by customers from
Argentina. The outer join ensures that
Argentinean customers who never bought
anything are added to the result set. But
only once. What if we want to see the list
of all customers each month? In 10gR1 we
can do this, see Figure 11, opposite.

First of all we create a table of the 26
Argentinean customers that ever bought
anything. We then create a table that 
summarises the monthly sales to each 
customer. These table creations are just to
set the scene.

Figure 8

SELECT employee_id, first_name, last_name, department_id, department_name
FROM employees FULL OUTER JOIN departments USING (department_id)

WHERE department_id IS NULL OR employee_id IS NULL;

Figure 9

SELECT employee_id, first_name, last_name, d.department_id, department_name
FROM employees e FULL OUTER JOIN departments d

ON (e.department_id = d.department_id AND (d.department_id IS NULL 
OR e.employee_id IS NULL));

Figure 10

ALTER SESSION SET current_schema=sh;

SELECT   TO_CHAR (TRUNC (time_id, 'MONTH'), 'MONTH YYYY') MONTH, cust_first_name,
cust_last_name, SUM (amount_sold)

FROM sales RIGHT OUTER JOIN customers USING (cust_id)
JOIN countries USING (country_id)

WHERE country_name LIKE 'Argentina'
GROUP BY TRUNC (time_id, 'MONTH'), cust_first_name, cust_last_name
ORDER BY TRUNC (time_id, 'MONTH') NULLS FIRST, 3, 2;

“...for the join to find a match all the
join conditions must be satisfied.”

Figure 7

SELECT   employee_id, first_name, last_name, department_id, department_name
FROM employees INNER JOIN departments USING (department_id)

ORDER BY 3, 2;

SELECT   employee_id, first_name, last_name, department_id, department_name
FROM employees LEFT OUTER JOIN departments USING (department_id)

ORDER BY 3, 2;
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The final query lists the total sales made
each month to each Argentinean customer.
And each customer is listed every month
whether they bought anything that month
or not.

There are a few restrictions. You can only
partition one operand of the join and you
cannot specify a full join. You also cannot
specify a sub-query in any ON condition.
But I, for one, can live with that.

Ambiguities

There are one or two gotchas with the new
syntax that I haven’t mentioned so far.

On occasion, the table pairings in natural
or cross joins may be ambiguous. For
example, consider the following join 
syntax, see Figure 12, above.

To avoid this ambiguity, you can use
parentheses to specify the pairings of
joined tables. In the absence of such paren-
theses, the database uses left associativity,
pairing the tables from left to right.

There are other occasions when you need
to alias a table but cannot. Let’s take a silly
example. Suppose I want to list the names
of all of my indexes that are associated
with tables that have a name equal to one
of my column names. So if I have a table
called ABC and a column called ABC in a
table DEF I would like to see the names of
all of the indexes of table ABC. Let’s try
this, see Figure 13, left.

This generates the error in Figure 14, left.

That is because user_tab_columns also has
a column named table_name. Ok then,
well, let’s qualify it, see Figure 15, left.

Well, I want to – (have a qualifier) – I do
not see any way around this other than to
revert to the ON syntax!

Conclusions

The new ANSI syntax does seem to offer
many advantages over the comma syntax
but it is not without its issues. Not the
least of which is that it doesn’t work 
on Oracle 8i! This problem, at least,
should go away shortly but the sheer 
preponderance of examples both in Oracle
documentation and elsewhere that use the
comma syntax means that the latter won’t
go away anytime soon. However, the only
real downside to the ANSI syntax, in my
experience, is the natural join which is
probably a little too dangerous for day-to-
day use.

On the other hand outer joins should, in
my opinion, always be coded using the
ANSI syntax unless you need your code to
run on 8i.
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Figure 11

CREATE TABLE argentina_customers AS
SELECT DISTINCT cust_id, cust_last_name, cust_first_name

FROM sales JOIN customers USING (cust_id)
JOIN countries USING (country_id)

WHERE country_name = 'Argentina';

CREATE TABLE sales_months AS
SELECT   TRUNC (time_id, 'MONTH') MONTH, cust_id, SUM 

(amount_sold) amount_sold
FROM sales JOIN customers USING (cust_id)

GROUP BY TRUNC (time_id, 'MONTH'), cust_id;

SELECT   MONTH, cust_first_name, cust_last_name, cust_id, amount_sold
FROM sales_months  PARTITION BY (month)

RIGHT OUTER JOIN argentina_customers USING (cust_id)
ORDER BY 1, 3, 2;

Figure 12

a CROSS JOIN b RIGHT OUTER JOIN c USING (c1)

This example can be interpreted in either of the following ways:

a CROSS JOIN (b RIGHT OUTER JOIN c USING (c1))

or

(a CROSS JOIN b) RIGHT OUTER JOIN c USING (c1)

Figure 13

SELECT index_name, table_name
FROM user_tables t JOIN user_indexes USING (table_name)

JOIN user_tab_columns c ON (table_name = c.column_name)

Figure 14

ORA-00918: column ambiguously defined

Figure 15

SELECT index_name, table_name
FROM user_tables t JOIN user_indexes USING (table_name)

JOIN user_tab_columns c ON (t.table_name = c.column_name)
ORA-25154: column part of USING clause cannot have qualifier


